
論文                                            DBSJ Letters Vol.4, No.1 

―――――――――――――――――――――――――――――――――――― 

日本データベース学会 Letters Vol.4, No.1 1 

Efficient Web Profiling by Time 
-Decaying Bloom Filters 
 

Kai CHENG♥  Mizuho IWAIHARA♦

Limin XIANG♠    Kazuo USHIJIMA♠

 
We propose a space-efficient data structure, called 

Time-decaying Bloom Filters (TBF) to maintain time- 
sensitive profiles of the web. TBF extends the standard 
Bloom Filters (for approximate membership queries) by 
replacing the bit-vector with an array of counters, whose 
values decay periodically with time elapsing. Due to the 
skewed distribution of web usage, only a small fraction of 
web contents are frequently visited. To avoid allocating 
larger counters to small values, we propose a dynamic 
approach for counter management, where only heavy 
hitters are monitored by larger counters. The preliminary 
experiments show that the optimized TBF achieves con-
siderable improvement on space usage while providing 
the same results of hit frequency profile. 
 

1. Introduction 
The web is a vest repository of online information. The 

huge scale of the web makes it a big challenge to retrieve 
high quality and most relevant information efficiently. A 
promising way to meet the challenge is to tailor the spe-
cific information services by exploiting various profiles of 
the web. For example, citation profile indicates the au-
thority of web documents, which has been widely used to 
filter out low quality web contents, e.g., Google. It has 
recently been noted that search services can also be im-
proved by incorporating hit frequency of web pages while 
computing the rank of search results. Since hit frequency 
indicates the popularity of web pages from the readers' 
perspective, it is expected to exploit as a guide for less 
experienced web users [7].  

However, most previous work has focused on profiles 
derived from static properties of the web, e.g., term 
/document frequency, link structures and so on. 
Time-sensitive profiles, such as hit frequency, are rarely 
used in serious applications due to the following chal-
lenges. The primary challenge in maintaining time-sensi-
tive profiles lies in the fact that the volume of web con-
tents is huge but there are only limited resources (mem-
ory space and CPU time) available. The current size of the 
web is expected to be several billions and popular portal 
sites often see hundreds of millions requests per day. The 
challenge also comes from the time-sensitivity of web us-
age due to the fast change of user interests. Thus recent 
data more accurately represent the real state of the web 
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usage than past one. It is important to deal with such 
time-sensitivity of web usage. 

The brute-force approach to maintaining hit frequency 
is to use as many counters as possible for all available web 
contents. This can only be applicable in small-scale web 
profiling, but is unrealistic for large-scale applications, 
such as busy portal sites, or general-purpose search ser-
vices due to the limited memory space and CPU time 
available.  

Bloom Filters are space-efficient data structures that 
maintain a very compact inventory of the underlying data, 
supporting membership queries over a given data set 
[1].The space requirements of Bloom filters fall signifi-
cantly below the information theoretic lower bounds for 
error-free data structures. This efficiency is at the cost of 
a small false positive rate (items not in the set have a 
small constant probability of being listed as in the set), 
but have no false negatives (items in the set are always 
recognized as being in the set). Bloom filters are widely 
used in practice when storage is at a premium and an 
occasional false positive is tolerable.  

The standard Bloom Filters use a bit-vector to hold in-
formation about the underlying data set. Initially, all bits 
in the bit-vector are turned off. Each item in the set is 
hashed into several locations of the bit-vector using def-
erent hash functions. Bits at these locations are then 
turned on. In order to find whether an item is a member of 
the set, we first compute the locations to which the item is 
mapped according to the same hash functions. We then 
check if all bits at these locations are on. If so, the answer 
is yes; otherwise answer no. As a bit can be set by other 
items due to the hash collisions, thus false positives are 
possible.   

Standard Bloom Filters, although useful, have several 
limitations. First, they do not support deletes because 
simply turning off the corresponding bits may introduce 
new false negative errors (some bits of other items, al-
though still in the set, may be turned off). Second, they 
cannot deal with multi-set (set with duplicates) to return 
multiplicities of items. Many applications, e.g., iceberg 
queries [2], data mining, and data stream management, 
such multiplicity information is crucial.    

Several improvements have been made over the origi-
nal Bloom Filter. In [3], Li, F. et al proposed Counting 
Bloom Filters (CBF), where a counter has been attached 
to each bit in the array to count the number of items 
mapped to that location. Thus, it can support deletions in 
a set by decrementing the corresponding counters by 1. To 
maintain the compactness of the structure, these counters 
were limited to 4 bits.  

In [4], Cohen, S. et al proposed a sophisticated imple-
mentation for CBF, called, Spectral Bloom Filters (SBF). 
It introduces efficient schemes for counter updates, such 
as Minimum Increase (MI), Recurring Minimum (RM) 
that try to reduce false positive rate. In addition, it de-
velops variable length string access methods for compact 
representation of the counters, which thus in principle 
allow counters of arbitrary length. However, to the best of 
our knowledge, none of the proposed Bloom Filter im-
provements supports time-sensitive counting of the mul-
tiplicity.   

Time-sensitivity is important since in many traditional 
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and emerging applications, data streams play an in-
creasingly important role, e.g., web tracking and person-
alization, medical monitoring, sensor databases, and fi-
nancial monitoring. In most of these applications, the goal 
is to make decisions based on the statistics or models 
gathered over the recently observed data. For example, 
one might be interested in gathering statistics about web 
sites visited in recent days. In most case, we have to 
maintain these statistics continuously.  

In this article, we propose Time-Decaying Bloom Filters 
(TBF), a novel improvement over the current Bloom Filter 
variants. We address the challenges in maintaining 
time-sensitive frequency counts over data streams in 
general, and web usage data in particular. First, we pro-
pose a basic scheme, called basic TBF, for maintaining 
time-decaying aggregates over data streams. We then 
propose optimizations to the basic scheme by leveraging 
skewed distribution of web usage where only a small part 
of web sites get most hits. The optimized scheme, called 
exponential TBF, consists of a series of basic TBFs as 
components, each responsible for a small group of bits in a 
large counter. Since only a few "large" items will be added 
in the component TBFs that take care of higher signifi-
cant bits of large counters, it is quite efficient. 
 
2. Problem Definition 

Following the notations in [5], we formalize the problem 
as follows. A stream S consists of a sequence of N item 
occurrences with time-stamps:  

)},(,),,(),,{( 2211 NN teteteS L=  
Each item occurrence ei is drawn from the universe U, 

Arbitrary repetition of item occurrences in streams is 
allowed. In the following, we use q, or e with or without 
subscripts to denote an item. Let fe be the frequency count 
of item e in S at the current time. Let g(x) be an 
non-increasing real-valued decay function [6]. A time pe-
riod of T time units is referred to as an epoch. 

Our goal is to give, at any time instance, an estimate 
estimate(fe) of fe such that  
1. estimate(fe) ≥ fe, i.e., estimate(fe) never undercounts 

the occurrences of item e. 
2. Error of the estimate estimate(fe) is bounded to an 

allowable level.  

3. The space complexity is independent of the stream 

length. 

4. O(1) time complexity for adding an item into the data 
structure, and/or answering a query of frequency 

count for an item. 

3. Time-Decaying Bloom Filters 
In this section, we describe the basic form of 
Time-decaying Bloom Filters (TBF). A TBF is a counting 
Bloom filter (Bloom filter with the bit-vector replaced by 
an array of counters) whose counters are decayed with 
time elapsing. 
3.1 Basic Time-Decaying Bloom Filters (B-TBF) 

Given a set of independent hash functions, h1,…,hk, 
from objects to [1..m]; an array of counters, C1,…,Cm,. Let 
Initially, all counters are reset to 0. When an item, say q, 
occurs, increment each of the counters Ch1(q),… ,Chk(q). 
When T time units elapsed, decay all counters by applying 

g(x) to them.  
Algorithm for Basic TBF Management 

Input: 
Data stream )},(,),,(),,{( 2211 NN teteteS L= ,ti 
is the time instance while item ei occurs ;   

Data Structures: 
An array of m counters:  <C1, C2,…,Cm> 

Output: 
Estimate of the decayed frequency count for each item 

Initialize: 

   for (i = 1; i≤ m){ Ci = 0; } 
Increment (on arrival of a new item q):   

for (j = 1; j≤k; j++) Chj(q) ++; 
 Decay (on start of a new epoch): 
    for (i = 1; i≤ m; i++) {Ci = λ C‧ i ;}  
Query(q): 

   estimate(C(q))=(1-λ) ‧ Min{Ch1(q), Ch2(q), … ,Chk(q)};    
Return estimate(C(q)) 

3.2 Time-Decaying Counters 
Dependent on the form of g(x), the last operation can be 

quite complicated. In [6], there is an abundance of decay 
functions, e.g., exponential decay, sliding window decay, 
polynomial decay, polyexponential decay and chordal and 
polygonal decay. In this paper, we focus on exponential 
decay, the most commonly used decay function, 

]1,0[,)( xxg λ=  
 In this case, a time-decaying counter can be defined as, 
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where tnow denotes the current time, and λ and T are 
user-defined parameters. The parameter λ ∈ [0,1], called 
exponential decaying factor or simply decaying factor, 
controls the speed of exponential decaying. The parameter 
T > 0 controls the frequency with which the exponential 
decaying takes place. In other words, it controls the 
granularity of time-sensitivity. 

Time-decaying counter defined in (1) can be maintained 
very efficiently in the following way. Given xt, the net 
value obtained at time instance t after a period of T, the 
exponentially decayed count value can be recursively de-
fined as   

]1,0[,)1( 1 ∈⋅+⋅−= − λλλ ttt yxy           (2) 
λ is called an exponentially decaying factor or simply de-
caying factor. For λ<1, let y'

 
t = yt/(1-λ), we then have the 

following form.  
)1,0[,'' 1 ∈⋅+= − λλ ttt yxy                  (3) 

Using the above equation, we can increment a counter 
directly after the decay function was applied, i.e., λ‧y't-1. 
Because y't is available, the result of yt can be obtained by 
the following equation. 

tt yy ')1( λ−=                                 (4)  

3.3 Problems 
There are a few problems with the basic TBFs, par-

ticularly in the web profiling context. Among others, using 
uniform-sized counters for all items is the most severe one. 
The usage of web is well known to be quite biased, with a 
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small fraction of popular sites getting very high hits, 
while the rest and also the majority are rarely used. As 
the values of counters vary significantly from very small 
values for the many "cold" pages to thousands of hits for a 
few "hot" pages it is not suitable to allocate the bits to 
count each of these items. Fig. 1 shows the typical distri-
bution of web usage, where more than 85% of web pages 
share less than 10% visits, while about 10% of popular 
pages receive up to 90% accesses. Thus, it is profitable to
adaptively a locate non-equally-sized counters for differ-
ent items. 
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   Fig.1 Typical Skewed Distribution of Web References 

 
4. Exploiting Skewed Distributions 
4.1 Data Structures 
To avoid allocating large counters for many “cold” pages, 
we optimize the basic TBF using a dynamic representa-
tion of large counters. The data structures include: 

1. A standard Bloom Filter, BF(m,k,n) 
2. A basic TBF, TBF1 with k pair-wise independent 

hash functions and m small counters 
3. A free counter pool（FCP） with m/2 free counters  
4. A lookup table(LT)  

First, a standard Bloom Filters is used to enable quick 
membership query. The basic TBF with small counters 
hold frequency counts for the many “cold” items. For few 
“hot” items, extra counters can be allocated dynamically 
when necessary. When a small counter in the TBF gets 
overflowed, we allocate a new counter from the free 
counter pool (FCP) for the carried digits. A lookup table 
(LT) maintains the bi-directional links between the over-
flowed counters and the extra counters. A counter in the 
TBF can extend to a linked counter list to represent much 
larger values.  

To insert a new item q into the optimized TBF filter, we 
simply insert the item into TBF1, incrementing each of its 
counters h1,i (i=1,…,k) by 1 unless the counter becomes 
overflow. If ALL these counters get overflowed, and if 
there is an extra counter for this TBF1 counter, increment 
that counter by 1; otherwise allocate an extra counters for 
the TBF1 counter. Repeat the process if a extra counter 
gets overflow too.  

To query for the frequency count of an item, say, q, we 
first check if q is recorded in BF0. If not, return 0; other-
wise, we check the TBF1 and the lookup table to con-

structing the whole counter for q from higher significant 
bits to lower ones. In Fig.2, q is recorded in the first classic 
BF, and there are 2 extra counters, holding 01 and 02 
respectively. Assuming all are 4-bit counters, the fre-
quency count for q by the TBF1 counter Ch12(q) is 
256*1+2*16 + 0 = 288.   
 

 
  Fig.2 Optimized TBF: Allocates Additional Counters 
for Few Hot Items from Free Counter Pool (FCP) 

 

4.2 Optimized TBF (O-TBF) 
Based on the above described data structures, we now 

give the algorithm for management of time-decaying hit 
frequencies with dynamic counter allocation. 
Input: 
Data stream )},(,),,(),,{( 2211 NN teteteS L= ,ti is 
the time instance while item ei occurs ;  

Output: 
Estimate of the decayed frequency count for each item 

Initialize: 
  for (i = 1; i≤ m; i++) Ci

i
i

 ⇐ 0; Reset lookup table LT 
Increment (on arrival of a new item q): 

  for (j =1; j≤k; j++) 
if (Chj(q) overflows) { 

 Requires a counter Cnew from free counter pool  
 Register Cnew and the associated Chj(q) in LT 
     } 
     Chj(q)++ 

Decay (on start of a new epoch): 
   for (i =1; i≤ m; i++){ 

Assemble all linked counters into C
 Ci = λ‧C

Free 0-valued sub-counters in Ci at high end.  
Query (q): 

 Return estimate(C(q))= (1-λ)‧Min{Ch1(q),…,Chk(q)} 
 
The exponential decaying operations take place when-

ever an epoch starts. We have to update each of TBF1 
counters and the associated extra counters. First, collect-
ing all bits of the whole counter (bits of TBF1 counters 
themselves as well as bits in the extra counters), say the 
"new" counter is Ci. Then compute λ‧Ci. Then, allocate 
lower 4 bits to the same counter in TBF1. The left may be 
written back to one or more extra counters, depending on 
the decaying results. If no value to write back, the extra 
counters will be returned to the free counters list. 
4.3 Analysis 
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According to Section 2 the data stream S has N item 
occurrences. Let n be the number of distinct items in S.  
Then, a standard Bloom Filter with a bitmap of m bits, k 
independent hash functions, has a error rate 

kmkn
r eE )1( /−−=                             (5) 

which is minimized when . )/()2ln( mnk ⋅=
Claim 1 For any item e ∈ S, estimate(fe) ≥ fe. That is, the 
time-decayed frequency ounts estimated by TBF never 
undercount real time-decayed frequency counts.  

 c

Proof: Since each counter was set at least by one item, the 
at any time instance, the accumulated count values are no 
less than real frequency counts. TBF and Equation (1) are 
decaying at the same speed and at the same time instance 
(the same T), thus estimate(fe)≥ fe . �    
  Now we analyze the improvement of space efficiency 
under a Zipfian distribution of factor z. Let the multiplic-
ity ni of the ith most frequent to be ni=C/iz.  Suppose 
there are n distinct items in the stream and N > n is the 
length of the stream. Given the following condition, 
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space improvement can be derived as follows, 
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Note that Hn(z) is decreasing with z, Hn(0)=n, Hn(1)=Hn 
(harmonic number, Hn =ln(n)+Θ(1)) 
 
5. Experiment Evaluation 

We did experiment using real web proxy log data whose 
characteristics are depicted in Fig.1. The x-axes of the 
plots are number of items; the y-axes are occurrence fre-
quencies for the corresponding items. The data set exhib-
its strong bias. 

0
20
40
60
80
100
120
140
160
180

1 2 3 4 5 6 7 8 9 10 11 12 13

Decaying Factor Lambda(%)

M
e
m
o
ry
 S
iz
e
 i
n
 K
B

B-TBF

O-TBF

 
Fig.3 Memory Usage for Basic TBF (B-TBF) and Optimized 

TBF (O-TBF) under Different Decaying Factors 

We evaluated time and space complexity for basic TBF 
with 16 bit counters, and optimized TBF with 4 bit 
counters. The parameters for both basic TBF and the 
TBF1 in the optimized TBF are the same. The results are 
shown in Fig. 3. According to this figure, we can see that 
the optimized TBF outperforms basic in space by a factor 
of 2 in terms of space usage. The creation time of basic 
TBF is 10% faster than optimized TBF. 
6. Concluding Remarks 

In this paper, we have presented succinct data struc-
tures and algorithms for efficient summarizing the hit 

frequency profiles of the web. We focused on two aspects. 
First, as the recent accesses of a web page is more impor-
tant, we have to deal with time-sensitivity when main-
taining usage profiles for it. Second, web usage exhibits 
strong skew with a small fraction of web sites accounting 
for most traffic. Thus we do not need allocate larger 
counters for all items; instead we allocate small counters 
for the first round. For a few “hot” items, extra counters 
are allocated and linked to the origin ones. We develop a 
novel data structure, called Time-decaying Bloom Filters, 
TBF, to deal with the above issues. TBFs are built on 
Bloom Filters. A commonly-used time-decaying scheme, 
exponential decay [6] is used. 
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